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Refinement types—types qualified with logical predicates—have proven effective for lightweight verification
in languages like Liquid Haskell, F*, and Dafny. However, in these systems refinements are either written in a
separate specification language or treated as second-class annotations, disconnected from the host language’s
type system. This disconnect creates usability barriers: programmers must maintain two mental models, and
refinements cannot interact with features like type inference, subtyping, or overloading.

We present the design of first-class refinement types for Scala 3, where refinements are ordinary types
that participate in subtyping, inference, and pattern matching alongside existing language features. We prove
type soundness of a core, pure calculus mechanized in Rocq, combining dependent function types, bounded
polymorphism, positive equi-recursive types, union and intersection types, and refinement types, using a fuel-
bounded definitional interpreter and semantic typing. A distinctive design choice is our partial-correctness
semantics: predicates are arbitrary terms that may diverge, and type soundness requires no termination
assumptions. Finally, we implement our design as a prototype extension of the Scala 3 compiler with a
lightweight e-graph-based solver for predicate entailment.
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1 Introduction

A refinement type restricts a base type to values satisfying a logical predicate. For example, the
type {x:Int | x > 0} denotes the positive integers. Logical refinements as subsets of values have a
long history [20], going back at least to Cartwright [6]. Freeman and Pfenning [12] coined the term
refinement types for a more restricted mechanism distinguishing subtypes of algebraic datatypes
by constructor structure. Flanagan [11] returned to general predicate refinements, checking them
statically when possible and dynamically otherwise (hybrid type checking). Rondon et al. [33] then
made predicate refinements more practical with Liquid Types, which automatically infer refinements
via predicate abstraction and discharge proof obligations with SMT solvers. Systems built on these
ideas such as Liquid Haskell [44], F* [39], and Dafny [27] have since verified properties ranging from
safe array indexing [33] to the functional correctness of production cryptographic libraries [50].
The appeal of refinement types is that refinements are just types: they are checked statically,
composed through ordinary type constructors, and propagated by standard typing rules. For
instance, retrieving an element from a list of non-empty strings yields a non-empty string by
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parametric polymorphism alone. More fundamentally, refinement types can be seen as [19] a
generalization of Floyd-Hoare logic in which invariants are attached to types rather than program
points, delegating abstraction and instantiation to the type system using subtyping and type
inference. In practice, programmers can specify and verify properties using the type system they
already know, with the same error messages, IDE support, and mental model.

However, these benefits are often diminished because existing refinement type systems process
refinements in a separate phase, disconnected from the host language’s type checker. In Liquid
Haskell, for instance, refinements are written inside special comments and verified by an external
tool. Note how the type of x is declared twice in the following snippet: once as Int for the Haskell
type checker, and once as {v:Int | v mod 2 == 0} for Liquid Haskell:

{-@x :: {v:Int | vmod 2 == 0 } @}
let x = 42 :: Int in ...

As a result, refinement types are not “just types”: programmers must maintain two mental models,
one for the host type system and one for the refinement layer, with separate error messages, separate
IDE support, and limited ability to debug failures across the boundary. A recent usability study
by Gamboa et al. [14] confirms this: one participant observed that “comments are usually seen as
just optional information in the code and not something that is directly used by the compiler,” and
another remarked, “It’s sort of like you’re doing two things at once because you’re implementing
in Haskell. But you’re also talking to GHC, but you’re also talking to LiquidHaskell”

The consequences of this separation run deeper than usability. Because the refinement checker
operates after or alongside the host type checker, it must duplicate much of the host’s type infer-
ence machinery, an engineering burden that also limits expressiveness. Schmid and Kuncak [35]
implemented qualified types for an earlier version of the Scala compiler (Dotty) with a refinement
checker “largely independent of Scala’s own type checker” This architecture meant refinement
types could not interact with Scala’s type inference (they could not be inferred as type arguments
in generic code) and required a separate qualifier inference algorithm that proved difficult to scale.

Userland Scala libraries such as Iron [18] and Refined [41] take a different trade-off: they encode
refinement-like checks using opaque types and implicit evidence, benefiting from Scala’s own type
inference and tooling, but at the cost of expressiveness; refinement proofs are limited to what
Scala’s implicit resolution can discharge, ruling out dedicated efficient decision procedures for
equality, arithmetic, ordering, or other domain-specific theories.

1.1 First-class Refinement Types

We show that refinement types can be first-class types in a mainstream programming language.
Rather than adding a separate refinement layer, we extend the Scala 3 type checker itself so
that refinement types are ordinary Scala types, checked during the initial type-checking phase
and flowing naturally through subtyping and type inference. The Liquid Haskell example above
becomes:

val x: (Int with x % 2 == @) = 42

Here, Int with x % 2 == @ is a regular Scala type: it participates in subtyping, generics, pattern
matching, type bounds, overloading, and implicits, eliminating the two-mental-models problem.
There is one type system, one set of error messages, and one inference algorithm.

Integrating refinement types into the host language’s type system is not entirely new: Dafny [27]
and F* [39] already treat refinement types as first-class citizens of their type checkers, and use
subtyping to relate a refinement type to its base type. However, these languages were designed from
the ground up around verification. To our knowledge, ours is the first integration of refinement
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types into a pre-existing language where subtyping is central and pervasive, relied upon by classes,
traits, mixin composition, path-dependent types, bounded polymorphism, overloading, and implicit
resolution, while preserving the type system’s existing behavior.

As a concrete example, consider Scala’s bounded type polymorphism. In the snippet below,
the ordering is defined for Int only, yet maximum applied to even numbers should return Even;
this challenge motivated abstract refinements [43]. In our system, bounded polymorphism and
subtyping suffice: List(2, 4, 6) istyped asList[2 | 4 | 6], type inference instantiates T to Int,
whose Ordering instance performs the comparisons, and Uto 2 | 4 | 6, and the result checks
against Even since each literal satisfies the predicate:

def maximum[T: Ordering, U <: T](xs: List[U]): U = xs.reduce(max)
type Even = {v: Int with v % 2 == 0}
def examplel: Even = maximum(List(2, 4, 6))

Fig. 1. A refinement type interacting with bounded type polymorphism.

As another example, consider overload resolution, a feature characteristic of object-oriented
languages. Below, we define two overloads of min: one for sorted lists and one for arbitrary lists.
Because refinement types participate in overload resolution, the compiler dispatches min(1) to the
more specific overload when 1 is known to be sorted:

def min(l: List[Int] with 1.isSorted): Int = l.head // 0(1)
def min(l: List[Int]): Int = l.min // O(n)
def example2(l: List[Int] with 1.isSorted): Int = min(l) // calls the first overload

Fig. 2. Overload resolution with refinement types.

1.2 Contributions

These examples illustrate a broader point: when refinement types are first-class, they compose
freely with existing language features rather than requiring bespoke extensions for each interaction.
We demonstrate this idea end-to-end, through the following contributions:

e We present the design of first-class refinement types in Scala 3: their syntax, semantics, and
interaction with Scala’s existing type system, including subtyping, type inference, bounded poly-
morphism, overloading, and implicits (§2). A distinctive design choice is a partial-correctness
semantics for predicates: predicates are ordinary, possibly diverging pure terms whose meaning
is defined operationally rather than by translation into a classical logic. A refinement holds if
its predicate evaluates to true whenever it terminates (§2.3).

e We prove type soundness of a core, pure calculus capturing the essential features of our design,
mechanized in Rocq [40] (§3). The operational semantics is given by a fuel-bounded definitional
interpreter, and soundness is established via semantic typing, where types are interpreted as
predicates on values. To our knowledge, this is the first mechanized soundness proof that
combines refinement types with union and intersection types, bounded polymorphism (with
lower and upper bounds), and positive equi-recursive types, a combination needed to model
Scala’s type system but not covered by prior mechanizations [3, 16, 38].

e We describe a prototype implementation in the Scala 3 compiler (Dotty), showing that
refinement types can be added to an industrial-strength compiler with modest changes to its
architecture (§4). We also present a lightweight e-graph-based solver for predicate entailment
and evaluate our system on a suite of benchmarks (§4.4).
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2 Design

In this section, we present the syntax (§2.1), define the predicate language and its purity restrictions
(§2.2), discuss the partial-correctness semantics (§2.3), explain how expressions are given refinement
types through equality facts and selfification (§2.4), and describe run-time checks (§2.5).

2.1 Syntax

We illustrate the syntax with the classic length-indexed vectors (Figure 3).

type Vec[T]
object Vec:
def fill[T](n: Int, v: T): {r: Vec[T] with r.len == n} = 72?7
extension [T](a: Vec[T])
def len: Int = 727
def concat(b: Vec[T]): {r: Vec[T] with r.len == a.len + b.len} = 2?7
def zip[S]1(b: Vec[S] with b.len == a.len): {r: Vec[(T, S)] with r.len == a.len} = 2???
def example3(n: Int, m: Int): {r: Vec[(String, Int)] with r.len == m + n} =

val v1 = Vec.fill(n, 0)
val v2 = Vec.fill(m, 1)
val v3 = vl.concat(v2)

val mPlusN = m + n // inferred as Int
Vec.fill(mPlusN, "").zip(v3)

Fig. 3. Length-indexed vectors using refinement types.

A refinement type has two syntactic forms: a long form with an explicit binder, and a short form
that reuses a name from context.

Long form. The long form {x: T with p(x)} introduces an explicit binder x for the refined value.
This is necessary when no name is already available, such as the return type of fill in Figure 3.
The curly braces and explicit binder mirror set-builder notation and are visually consistent with
other brace-delimited constructs in Scala.

Short form. When the refined value already has a name, as in a val or parameter declaration (as
for the b parameter of zip in Figure 3), the binder can be omitted. The short form T with p reuses
the enclosing binding’s name and desugars to the long form:

val x: (Int with x % 2 == 0) = 42
// desugars to:
val x: {v: Int with v % 2 == 0@} = 42

Grammar. Refinement types extend Scala’s type grammar [7, §13] with two productions:

Type N
| InfixType “with' PostfixExpr -- short form
SimpleType R
| " id ~:' InfixType “with' Expr ~}' -- long form

Notably, predicates reuse Scala’s existing expression syntax: they are syntactically ordinary
expressions, though subject to semantic restrictions (§2.2). The base type is an InfixType, which
excludes complex type forms such as match types without parentheses.
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2.2 Purity

Predicates are restricted to a pure fragment of Scala’s expression language: constants, stable iden-
tifiers (references to val bindings and parameters), field selections over val fields, term and type
applications, constructors of case classes without initializers, boolean connectives (&, |1, !), com-
parison operators, and arithmetic. This is the subset of Scala formalized in §3; the implementation
checks that predicates stay within this fragment. Importantly, predicates may refer to free variables
from the enclosing scope, enabling dependent refinements such as the b.1len == a.len predicate in
the zip signature of Figure 3.

Predicates must be pure: deterministic and side-effect-free'. For instance, a mutable variable cannot
appear in a predicate, and equality in predicates is structural, not referential:

var x = 3

val y: (Int with y == x) = 3 // rejected because x is mutable

class Box(val value: Int)

val b: (Box with b == Box(3)) = Box(3) // rejected because Box has reference equality

We do not currently enforce purity of called functions: our solver assumes all functions are pure, so
using an impure function in a predicate is a silent logical error. This unsafe default is a deliberate
choice to simplify gradual adoption without imposing a large upfront annotation burden.

A concrete path toward enforcing purity is offered by capture checking [48], a new, experimental
extension of the Scala 3 compiler.? It tracks capabilities: references that confer the authority to
perform effects, such as file-system or network access. The types of values and methods record
which capabilities they capture or use; a pure function is one that captures nothing. Three further
extensions—Stateful Capabilities, separation checking [49], and safe mode [29]—together extend
this accounting to mutable state: reads and writes are tracked as capability uses, written state is
exclusive and un-aliased, and escape hatches such as unchecked casts and reflection are closed, so
that no effect or mutation goes untracked.

With these checks in place, purity checking of predicates reduces to a simple condition: reject
any predicate that references a capability, calls a method that uses one, or reads a mutable variable.
Weaker checks are also conceivable: tracking the read set of each predicate (the read-only capabilities
it uses) and invalidating established refinement facts whenever an element of that set is written to.
Separation checking would make such invalidation sound, as all writes are explicit and un-aliased.
Similar ideas underpin refinement type systems for Rust, where ownership likewise guarantees
exclusive access to written state (§5). We leave these integrations to future work.

2.3 Non-termination and Partial Correctness

Our system uses a partial-correctness semantics: a term e has type {x: T with p(x)} if, whenever e
terminates with a value v, the predicate p(v) holds. No termination guarantee is required for typing.
Formally, the term interpretation S[A] (§3.3) asserts that if a term evaluates to a value, that value
satisfies the type’s interpretation. This is a key difference from prior systems, designed around
termination: System FR [16] enforces total correctness and requires termination proofs for all
recursive functions, Liquid Haskell requires termination of functions reflected into refinements [44],
and F* [39] and Dafny [27] require specification-level computation to terminate.

Since predicates are ordinary pure terms (§2.2), they may themselves diverge. The termination
requirements of the systems above stem from their reading of predicates as formulas in a classical

IWe conjecture that determinism alone is sufficient for soundness: benign side effects (e.g., logging) that do not affect the
predicate’s return value would be harmless. We leave formalizing this conjecture to future work.

The extensions are described in the Scala 3 documentation: https://nightly.scala-lang.org/docs/reference/experimental/
capture-checking/.
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logic, typically that of an SMT solver. We instead define their meaning operationally: {x : A | p}
contains those values of A for which p evaluates to true whenever it terminates. This mirrors
the semantics of run-time assertions: evaluating p as a dynamic check—as refinement patterns
and .runtimeChecked do in practice (§2.5)—signals a violation only if p evaluates to false, so a
diverging check never fails. Type soundness thus requires no termination assumptions; termination
resurfaces only when justifying individual entailment rules. Crucially, a diverging predicate is
vacuously satisfied: it behaves like true, and can never be used to prove false.

Termination considerations are confined to a single judgment: the semantic implication judgment
I' £ p1 = p2 (§3.3), which the subtyping rule S-REFINE (§3.5) uses to compare the predicates of two
refinement types. It reads both sides partially: in every well-formed environment, if p; evaluates
to true whenever it terminates, then so does p,. Thus, no type checking rule needs to refer to
termination; it is only needed to justify individual entailment rules, and only some of them. Here
and below, a term terminates in a given environment if its evaluation produces a value. For example,
dropping a trivially true conjunct needs no termination:*

LEMMA 2.1 (AND-TRUE). VI, t. T k (t && true) = t.
Other rules genuinely do:
LEMMA 2.2 (AND-FALSE). VT, t. t terminates = T k (¢ & false) = false.

The termination hypothesis is necessary: writing “diverge” for a closed term that never terminates,
we have — (2 k (diverge && false) = false), since the left-hand side diverges and is vacuously
satisfied while false is not. The fact that a “morally false” predicate can be vacuously satisfied
may look alarming, but it does not impact soundness: a diverging predicate is indistinguishable
from true, not from false, and true proves nothing. Writing <:> for mutual subtyping, we have:

LEMMA 2.3 (DIVERGING PREDICATES ARE VACUOUS).

(1) VILA.T £ {x : A | diverge} <:> {x: A| true} <:> A.
(2) VT, t,A. t terminates = —(I'et:{x:A]| false}).
(3) = (@ E {x :Unit | diverge} <: {x : Unit | false}).

A diverging term, by contrast, can be given the type {x : Unit | false}: the partial-correctness
interpretation is vacuous for terms that never produce a value. This is not unsound: by Lemma 2.3(2),
no computation that actually completes has this type, so any code path that would exploit such a
“proof of false” must first force the diverging computation, and therefore never runs. Unsoundness
would arise only if the computation were erased at compile time, allowing code to assume the
predicate without running it.

Because the type system is sound without any termination assumption, termination can be
handled permissively, as a solver concern rather than a typing one. We therefore give the implication
judgment a semantic definition only, and leave developing a syntactic proof system for predicate
entailment as future work. In practice, few entailment rules are termination-sensitive: within the
checked predicate fragment (§2.2), every construct except function calls trivially terminates, and
termination only matters for specific rules, such as the simplification of t&&false to false above, or
the use of a predicate from a called function’s result type. Even with a termination checker in place,
proofs would be required only for the specific functions those rules touch—never systematically
for every function used in a predicate. We believe this matters for adoption: Scala is a general-
purpose language, and systematically requiring termination proofs would create a significant
barrier. For now, our solver (§4.3) simply assumes termination of the functions called in predicates,

3The lemmas in this subsection are proved in our Rocq mechanization, in the file ExamplesPartialSoundness.v.
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as it does purity—a deliberately permissive first approximation. Verifying the termination-sensitive
entailment rules and adding a termination checker are future work.

2.4 Mixed-precision Type Inference

The previous sections describe how refinement types are written and what they mean. This section
addresses how expressions actually receive refinement types during type checking. A key design
goal is backward compatibility: enabling refinement types should not change the inferred types of
existing code.

Why not always infer precise types? A natural approach would be to infer refinement
types everywhere. For example, systematically give val x = 1 + 2 its most precise type
{v: Int with v == 1 + 2} rather than Int. This is impractical for three reasons.

First, backward compatibility. In Scala, types are not only descriptive—they drive program
elaboration. Implicit resolution and overload resolution both depend on the inferred types of
arguments. A more precise type can change which implicit instances are found or introduce
ambiguities between overloaded methods, breaking code that previously compiled.

Second, performance. Carrying precise types for every intermediate expression increases the size
of types, leading to higher memory usage and slower type comparisons.

Third, usability. Overly detailed inferred types—such as deeply nested unions of singleton types—
are harder to read and understand than simple approximations like Int.

Our solution: equality facts and selfification. Instead of always inferring precise types, we keep
Scala’s existing widening behavior and recover precision on demand through two mechanisms,
both standard in refinement type systems [3, 16, 38].

The first mechanism is the equality fact context. The T-LET typing rule (Figure 9) records an
equality fact x ~ e; between each binding x and its definition e;, where ~ denotes that two terms
evaluate to the same value:

T'te : Ty Ix:T, x~ebtey: T,
I'+letx =e; in ey : avoid(D, x)

(T-LET)

The binding val mPlusN = m + nin Figure 3 is inferred as Int, but the equality mP1lusN ~ m + n is
recorded in the context. When mP1usN is later used where a refined type is expected, the system
can substitute m + n for mPlusN in predicates and verify the obligation. avoid is described in §3.4.

The second mechanism is selfification (T-SELF in Figure 9). When checking an expres-
sion e of type T against a refinement type, the compiler assigns it the self-referencing type
{x: T with x == e}, provided e is a valid predicate term. This lifts expressions into types on
demand without changing inference for unannotated code.

2.5 Run-time Checks
Refinement predicates are checked statically by default, but when the compiler cannot verify a
predicate, two run-time mechanisms are available.

Pattern matching. A refinement type can be used as a pattern, branching on whether a value

satisfies the predicate at run time [2]:

type ID = {s: String with s.matches(idRegex)?}

"a2e7-e89b" match
case id: ID => ... // predicate holds, id has type ID
case => ... // predicate does not hold
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This integrates naturally with Scala’s existing pattern-matching infrastructure. Since Scala compiles
to the JVM, which erases type parameters at run time, matching against parameterized refinement
types such as List[ID] is not directly supported, though straightforward workarounds exist (e.g.,
filtering a collection with the dedicated method).

Checked casts. When the programmer expects a predicate to hold but the solver cannot prove it
statically, . runtimeChecked [36] performs a dynamic check and throws an exception on failure:

val id: ID = "a2e7-e89b".runtimeChecked

// desugars to:

val id: ID =
if ("a2e7-e89b".matches(idRegex)) "a2e7-e89b".asInstanceOf[ID]
else throw new IllegalArgumentException()

As with other Scala types, .asInstanceOf can also be used directly to skip the check entirely, at
the programmer’s risk. Note that pattern matching on refinement types and . runtimeChecked only
works for first-order predicates that can be evaluated directly; higher-order values such as functions
cannot be checked eagerly, sidestepping the blame assignment problem [21] for now.

3 Metatheory

We prove type soundness for a core calculus that captures the essential features of our design. The
calculus extends System F.... (System F.. [5] extended with lower bounds on type variables [1])
with booleans, ints, dependent function types, dependent pairs (sigma types), sum types, union and
intersection types, refinement types, loops, and positive equi-recursive types. The mechanization
is carried out in Rocq [40] using a fuel-bounded definitional interpreter [1] for the operational
semantics, and semantic typing [42] to prove type safety.

To illustrate the scope of the calculus, Figure 4 shows a Scala function that collects elements
satisfying a predicate into a refined list, alongside its encoding in the core calculus. The function
exercises bounded polymorphism (S >: T), higher-order predicates (p), refinement types (List[{o :
T | p(v)}]), equi-recursive types (the list itself, encoded as pX.Unit + (T X X)), and tail-recursive
iteration (encoded as loop). The mechanization includes this encoding. Running it through the
interpreter for example verifies that applying it to [3, —1,4, —1,5] with Ax.x > 0 yields [3, 4, 5].

3.1 Language

The abstract syntax is given in Figure 5. Types and terms are mutually inductive, since refinement
types {x : A | p} embed a term p as a predicate.

Naming convention. The mechanization uses de Bruijn indices throughout. For readability, the
paper presentation uses named variables and omits explicit shifts; all rules should be read modulo
a-equivalence.

Terms. Bounded type abstractions A(X:>L<:U).b carry both a lower bound L and an upper
bound U, as in F..., to model Scala’s bounded polymorphism.

loop(a) x. b is a limited form of general recursion that suffices to express tail recursion: the
initial state a is bound to x in the body b, which returns inl(v;) to continue with a new state, or
inr(v) to exit with result v.

Integer arithmetic uses signed 32-bit wrapping semantics (Int32) rather than mathematical
integers; this matches Scala’s runtime model and could in the future serve as a foundation for
proving the solver’s normalization rules correct. It otherwise has no impact on the formalization.
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Scala source Core calculus encoding
enum List[T]: List[T] £ pX.Unit + (T, X)
case Nil()

case Cons(head: T, tail: List[T])
AT:>L<T)AS>T<:T).

@tailrec def collect[T, S >: TI( Axs:List[T].

xs: List[T], Ap:(S — Bool).
Aacc:List[{v : T | p(v)}].

loop((xs, acc)) state.

match state with (rem, cacc) =
match rem with

p: S => Boolean,
acc: List[{v: T with p(v)}]
): List[{v: T with p(v)}] =

xs match inl(_) = inr(cacc)
case Nil() => acc | inr(c) =
case Cons(x, xs1) => match ¢ with (hd, tl) =
if p(x) if p hd
then collect(xs1, p, Cons(x, acc)) then inl((tl, inr((hd, cacc))))
else collect(xsl, p, acc) else inl((tl, cacc))

Fig. 4. A collect function in Scala (left) and its encoding in the core calculus (right). The tail-recursive
loop becomes a loop combinator whose body returns inl(state’) to continue or inr(result) to break. Lists are
equi-recursive: inl(unit) represents the empty list and inr((hd, tI)) a cons cell.

Values. As in other definitional interpreter developments [1, 31], values are distinct from terms:
while term lambdas Ax:A. b may have free variables, value closures (p, Ax. b) capture their envi-
ronment p as a list of values. This separation reflects the big-step evaluation strategy: evaluation
produces values with closed environments, not terms.

Types. The type language includes dependent function types I1x:A. B, dependent pairs ¥x:A. B,
bounded universal types V(X:>L<:U). A, sum types, union and intersection types, and refinement
types {x : A | p} where the predicate p is an arbitrary term. Refinement types can be nested, as in
the implementation.

The base types include singleton types True and False rather than a single Bool because
this enables defining the refinement type interpretation succinctly: a value satisfies {x : A | p}
when it belongs to V[A] and p evaluates to true, which is exactly membership in E[True]. The
conventional Bool is recovered as True V False.

The type pX. A denotes an equi-recursive type, interpreted as the intersection of all step-indexed
approximations (see §3.3). Unlike iso-recursive systems, no explicit fold/unfold terms are needed;
instead, the equivalence uX. A = A[X +— uX. A] is established via subtyping rules (§3.5).

Contexts. A typing context I' (Figure 5) contains three kinds of entries: term bindings x : A,
type variable bounds X :> L <: U, and equality facts a; ~ a,. Equality facts record that two
terms evaluate to the same value. They are introduced by T-LET, which records that a let-bound
variable equals its definition, and by T-Ir, which records that the condition equals true or false in
the respective branches. These facts are used during subtyping to justify predicate entailment.

3.2 Operational Semantics

The rules for successful evaluation p + a |} v are given in Figure 6. Closures capture the environ-
ment at the point of creation: evaluating Ax:A. b under p yields (p, Ax. b). Application evaluates the
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V= Value
c:=unit | true | false|z€Z Constant c constant
op===]1=|<|<=|>=]|> Operation (v1,02) pair
& 11| +]-|*1|/|% inl(v) left injection
abfp= Term inr(v) right injection
c constant (p, Ax. b) closure
x variable (p, AX.D) type closure
Ax:A. b abstraction AB= Type
fa application X variable
AX:>L<:U). b type abstraction Unit | True | False | Int32  base types
flA] type application T top
letx:A=ainb let n bottom
(a1, a2) pair IIx:A. B dependent function
| match pair V(X:>L<:U). A bounded ¥
match a with (x,y) = b N ix+AB B dependent :)lz:;
match a with inl(x) = b; | inr(y) = b, {x:A|p} refinement
inl[A] a left injection AVB union
inr[A] a right injection AAB intersection
aopb binary operation pX. A recursive

if a then by else b, conditional
loop(a) . b loop = Context
@ empty
pi= Environment x:A term binding
% empty I'X>L<:U type var. bound
px 0 binding T,a; ~ ay equality fact

Fig. 5. Abstract syntax of the core calculus. Types and terms are mutually inductive; bindings use de Bruijn
indices.

function and argument, then evaluates the body in the closure’s environment extended with the argu-
ment. In rule E-BiNOp, primitive operations are interpreted by the partial function evalop(op, v4, vp)
(eval_bin_op in the mechanization), which is undefined for ill-typed combinations of operands,
making such applications stuck.

Erased semantics. Types are erased at runtime, so they have no operational semantics. This is
reflected in the evaluation rules for type abstractions and applications, which simply ignore the
type arguments. This matches Scala’s runtime model, where types are erased on the JVM.

Definitional interpreter. In the mechanization, evaluation is implemented as a fuel-bounded
definitional interpreter (Figure 7), following Amin and Rompf [1]. The interpreter is a recursive
Rocq function that returns a layered option type: None for timeout (fuel exhausted), Some None
for a stuck state, or Some (Some v) for successful evaluation to a value v. We write p + a UVr
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Big-step evaluation rules

preclec (E-CoNsT) prallv, prblo
evalop(op,vg,vp) =7

(E-BINOP)
XUV Ep pl—aopbﬂr
—r (E-VaR)

prxlo pral true prbi o

(E-IFTRUE)

ok AxiA.b | (p, Ax. b) (E-ABs) prifathen by else b, | v

ptral false prby o

. . _ E-IFFALSE
pFAX:>L<:U). b || {p, AX.b) (E-TABs) >+ ifathen by else by U 0 ( )

prflLppx.b) pralv (E-In)
-INL
pralog ;f’z*—wa*bﬂv (E-Arp) p+inl[Blal inl(v)
prfalvo
pralo
E-T
FfUGpr AXB)  prrblo ~inr[Al a § inr(o) (E-Ixm)
P ak Tl ah (E-TApp) P
'_
prfIAl Lo ptalo
\ Fbli
pral o, px—ua kb o P X% Yinr(©) (E-LooPExI1T)
ot x A bl (E-LET) p +loop(a) x.b v
prletx:A=ain 0
pralu p, x>y F b || inl(oy)
F F F .b
pralo pralo (E-PAIR) prlooplon) x. b U0 (E-LoorCoNT)
p+(a,az) | (v1,02) p +loop(a) x.b v

pral (vy,00) P x>0,y 0 kb o

p + match a with (x,y) = b | v

(E-MATCHPAIR)

p+alinl(v) px—u kbl w

(E-MAaTcHSUML)
p + match a with inl(x) = b; | inr(y) = b, | w

pt+alinr(v) py—o kb | w
p + match a with inl(x) = by | inr(y) = b, | w

(E-MATCHSUMR)

Fig. 6. Successful evaluation rules (p + a || v), derived from the definitional interpreter (Figure 7).

when evaluation terminates with result Some r (either stuck or a value), and p + a || v for the
special case where r = Some v. The big-step rules in Figure 6 show only successful evaluation; the
mechanization accounts for all three outcomes, as shown in Figure 7.

Fuel bounds depth, not steps. The fuel parameter bounds the depth of evaluation, not the total
number of steps. When evaluating an application, for example, the argument, the function, and the
body are all evaluated with the same, decremented fuel. This follows Amin and Rompf [1], but differs
from approaches that decrement fuel at every reduction step [31, 32]: for an application f a, those
approaches partition the available fuel across the sub-evaluations (fuel; + fuel, + fuel,,;, ~ fuel),
whereas ours passes the same decremented fuel to each (fuel, = fuel, = fuel,,;, = fuel - 1). The
advantage is simplicity: depth-bounded fuel gives a natural termination measure for structural
induction. The disadvantage is that it does not provide a global step count that can be correlated
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Definitional interpreter (excerpt)

Fixpoint eval (fuel: nat) (env: list Value) (t: Term)
: option (option Value) :=
match fuel with
| @ => None (* timeout =*)

| S fuel' =>
match t with
| tabs _ b => Some (Some (vabs env b))

| tapp f a =>
match eval fuel' env f with
| None => None
| Some (Some (vabs envf b)) =>
match eval fuel' env a with

| Some (Some va) => eval fuel' (va :: envf) b
| o => o (* propagate timeout or stuck x*)
end

| _ => Some None (* stuck =*)
end

end.

Termination

A

pral’r £ 3n. eval npa=Somer

Successful evaluation

pralo 2 pral’Someo

Fig. 7. Fuel-bounded definitional interpreter, following Amin and Rompf [1]. The interpreter returns None
(timeout), Some None (stuck), or Some (Some v) (success).

with recursive-type unfoldings, a technique commonly used to prove soundness of equi-recursive
types via step-indexed logical relations [42]. We side-step this limitation by making our value
interpretation step-index-free (§3.3).

3.3 Interpretation

The semantic framework is given in Figure 8. We describe each component below.

Value interpretation. The semantic approach to type soundness represents types as predicates
on values: a semantic type is a function Value — Prop. The value interpretation ¥V [[Aﬂg maps a
syntactic type A to a semantic type, parameterized by a type variable assignment § (mapping type
variables to semantic types) and a term variable assignment p (mapping term variables to values).
The type variable assignment enables the interpretation of polymorphic types; the term variable
assignment enables the interpretation of dependent types and refinement predicates. Using an
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explicit term variable assignment rather than a closing substitution is less standard, but is a natural
fit for our environment-passing definitional interpreter.

Base types are interpreted as expected: V[Unit] accepts only unit, V[True] and V[False]
accept the corresponding boolean values, and V[Int32] accepts any integer literal. A value satisfies
a function type Ilx:A. B if it is a closure (pf, Ax. b) such that for every argument v, satisfying
V[A], the body b evaluated in the closure’s environment py extended with v, satisfies S[B]. Note
that the body is evaluated in the closure’s captured environment, not the caller’s. A refinement
type {x : A | p} conjoins membership in V[A] with the predicate p belonging to E[True]—
i.e., evaluating to true whenever it terminates. Union and intersection types are interpreted as
set-theoretic union and intersection, respectively.

The recursive type uX. A is interpreted as the intersection of all finite approximations VYn. F"(v),
where F'(v) = T and F**!(0) = ‘V[[A]]Q[XHF,,] (v). Intuitively, F" captures the behavior of uX. A
up to n unfoldings. A value inhabits the recursive type only if it satisfies all approximations. This
interpretation is step-index-free in the sense that the final semantic type V[pX. A universally
quantifies over all approximation levels n, so it does not depend on any external step counter. The
step indexing is confined to the internal construction of the approximation sequence.

Term interpretation. The term interpretation & [[A]]g (a) lifts the value interpretation to a predicate
on terms. As described in §2.3, a term a has type A if, whenever evaluation of a terminates with
aresult r (i.e., p  a ||’ r), then r must be a value v satisfying V [[A]]g . This rules out stuck states:
if evaluation completes, it must produce a well-typed value. The statement is vacuously true for
diverging terms, making this a partial correctness property.

Context well-formedness. The well-formedness predicate wf(J,T, p) requires that the assign-
ments J and p are consistent with the context I'. Concretely, it requires three conditions: (1) for
every term binding x : A in T, the value p(x) satisfies V[A]”%; (2) for every type variable bound
X :> L <: U inT, the semantic type §(X) lies between V[L] and V[U]; and (3) for every equality
fact a; ~ ay in T, there exists a value v such that both a; and a, evaluate to v. Condition (3) is
slightly simplified here: in the mechanization, each side of a fact carries a depth tag recording
how many bindings were in scope when the fact was introduced, and the term is evaluated in the
corresponding suffix of the environment. The simpler statement using the full environment can
be recovered up to captured environments in closures: evaluating a term in a longer environment
produces the same result, except that closures capture the environment available at their creation
point. This is the same subtlety addressed by the evaluation weakening lemma (Lemma 3.7).

Semantic typing. The semantic typing judgment I' £ a : A universally quantifies over all type
variable assignments § and term variable assignments p that are well-formed with respect to T,
and requires that & [A]]g (a) holds. In other words, in any environment consistent with the context,
whenever evaluation of a terminates, the result is a value satisfying the type’s interpretation.

Semantic subtyping. The semantic subtyping judgment I' £ A <: B similarly quantifies over all
well-formed assignments and requires ‘V[A]s € V[B]f, where semantic type inclusion S; € S, is
defined as pointwise implication: Yo. S;(v) = S,(v). In other words, every value that satisfies A
also satisfies B.

Semantic implication. The semantic implication judgment I' £ p; = p, requires that, in any

well-formed environment, if p; evaluates to true (i.e., E[True](p;) holds), then so does p;. This
judgment is used in the refinement subtyping rule S-REFINE to compare predicates.
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Value interpretation VAL (0)

VIX]5(0) £ 6(X)(v)
V[Unit]5(v) £ 0 = unit
V[True]5(o) £ 0 = true
V[False]} (o) £ 0 = false
V[int32]5(0) £ 3z.0 =2
V[Tl 2 T
V[1]50) £ L
VA, B (0) £ 3pg,b. v = (g, Ax. b A Vo V[A]L () = E[B]T ") 1)
VIV(X:>L<:U). B[5(0) £ 3pp,b. o = (pp, AX.b) AVS. V[L]; €S < V[U]] = E[BlS, 5,(B)
V[Ex:A. B]]g(v) £ Jouy,05. 0 = (v1,02) A (V[[A]]g(vl) A (V[B]]?XHU”(UZ)
V[A+ B]]g(v) 2 (Aw. v =inl(w) A (V[[Aﬂg(w)) V (3w. v =inr(w) A (V[[B]]g(w))
VIx: Al p}5(e) £ VIAL @) A 8[True] ;™) (p)
VIAV BI() 2 VIAL o) v VB )
VIAABI) 2 VIAL @) A VB )

(V[[,uX.A]]’g(U) 2 Vn. F*(v) where F'(v) =T, F**1(0) = (V[[AM[X'_)FH(U)

Term interpretation & [[A]]g (a)
8[[A]]§(a) 2V¥r.pral’r = Jo.r=Someo A (V[[A]]g(u)
Context well-formedness wf(5,T, p)

wf(8,T,p) £V(x: A) eT. (V[[A]]g(p(x))
AV(X:>L<:U) e T.V[L]; € 6(X) € VU]
AV(a;~az) eT. Fv.pra; loApraz o

Semantic typing F'ea:A
F'ea:A2V5,p. wt(4,T,p) = 8[[A]]§(a)

Semantic subtyping 'rA<:B
TEA<:B2VY5p. wi(8,T,p) = V[A]; ¢ V[B]}

Semantic implication T'epr=p

TEpr = p2V6,p. wi(8,T,p) = &[Truels(p1) = &[Truel’(p2)

A
N
)
N

Semantic type inclusion

S1C€S, £ Vo. S](U) o 52(0)

Fig. 8. Semantic framework. The value interpretation V[-] maps syntactic types to predicates on values. The
term interpretation &[] lifts this to a partial correctness assertion on terms. Semantic typing and subtyping
quantify over all well-formed environments.
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3.4 Typing

The semantic typing judgment I' £ a : A (Figure 8) requires that, in any well-formed environment,
E[A] holds for a—i.e., whenever evaluation terminates, the result is a value in ‘V[A]. The typing
rules in Figure 9 are proven sound with respect to this judgment. Each rule corresponds to a proven
lemma. Noteworthy rules include:

e T-LET records the equality x ~ a in the context, enabling the body to use facts about the bound
variable’s value. The result type uses avoid(B, x) to remove references to the bound variable,
which goes out of scope.

T-SELF (selfification) refines a first-order value to a singleton type {x : A | x == a}. The
firstorder(A) check ensures that A is a type for which equality comparison is defined—concretely,
Unit, True, False, Int32, or a refinement of one of these. Functions, closures, and polymorphic
values are excluded because they do not support runtime equality.

T-Ir adds equality facts a ~ true and a ~ false in the respective branches, and returns a union
type By V B; of the two branches’ types.

T-Loor types a loop whose body returns A + B: inl continues with a new accumulator of type A,
inr exits with a result of type B. This rule allows recursion without typing a self-reference,
avoiding the need for step-indexed reasoning that would typically be required for a general
fixpoint combinator.

ANF restriction. Several typing rules require certain subterms to be variables rather than arbitrary
expressions. In T-App, the argument must be a variable y, so that the substitution B[x +— y] in
the result type remains a syntactic type (substituting an arbitrary term could produce a type
containing a non-variable subterm, complicating the interpretation). Similarly, T-PAIR requires the
first component to be a variable. This administrative normal form (ANF) restriction does not reduce
expressiveness: any argument expression can be let-bound first, with the let-bound variable used
as the argument. This is exactly what the implementation does via skolems (§4.2), which hoist
arguments to local bindings so that dependent result types can refer to them by name.

Avoidance. The avoid(A, x) operation removes occurrences of a bound variable x from a type A,
producing a well-scoped result type. It traverses the type structurally, guided by a polarity flag that
flips at contravariant positions (the domain of IT and the upper bound of V). When a refinement
predicate mentions x, it is replaced by true in positive polarity (yielding a supertype) or false in
negative polarity (yielding a subtype). For recursive types Y. B, avoidance recurses into the body
only when spos(Y, B) holds; otherwise it falls back to T or L. The soundness of this operation is
established in Lemma 3.8.

3.5 Subtyping

The semantic subtyping judgment I' £ A <: B (Figure 8) requires that, in any well-formed en-
vironment, V[A] C V[B]. The subtyping rules in Figure 10 are proven sound with respect to
this judgment. Function types are contravariant in their domain and covariant in their codomain
(S-Fun); bounded universal types are covariant in the lower bound, contravariant in the upper
bound, and covariant in the body (S-ForaLL). Refinement types support two rules: S-REFINEBASE
drops the predicate (every refined type is a subtype of its base), and S-REFINE compares both base
types and predicates, using the semantic implication judgment I' E p; = p, to establish that the
predicate of the subtype entails the predicate of the supertype.

The equi-recursive rules S-Mu-FoLp and S-Mu-UNFoLD establish the isomorphism pX. A =
A[X +— pX.A], requiring that X appears only in strictly positive positions in A, as defined by the
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Semantic typing rules

I Eunit:Unit (T-UnrT) Fry:A 'k a: Blx—y]

(T-PaIR)
T'E(y,az): Zx:A. B
I'Etrue:True (T-TRUE)
TrEa:A TeEb:A
I £ false : False (T-FALSE) compat(op, A)
- ) I = (T-BinOp)
Iez:Int32 (T-InT) Faopb:result(op A)
I'ta:TrueV False
x:Ael (T-VAR) T,a~ true E by : By
TEx:A I',a ~ false £ by : By
- (T-IF)
Tx:Arb:B T Eif athen by else by : B; V By
(T-ABs)
I'E Ax:A.b : [Ix:A. B TrEa:A
e — (T-INL)
Teinl[Bla: A+ B
TEf:Nx:AB TEy:A
(T-Arp)
T'efy:Blx—y] I'ra:B
- (T-INR)
Tkinr[A]a: A+ B
I'X:>L<:Ukb:B (TTAss)
~TABs
T E A(X:>L<:U).b: ¥(X:>L<:U).B F'ea:A T,x:Arb:A+B
(T-Loopr)
Tk loop(a) x. b: B
e f:V(X:>L<:U).B
FTelL<A TEA<:U Tra:A firstorder(A)
(T-TArp) (T-SELF)
rtf[A]B[XF—)A] Fl:a;{x;A|x::a}
TEa:A I'x:Ax~aeb:B T'ea:A T'eA<:B
(T-LET) (T-Sus)
I'klet x:A=ainb:avoid(B,x) T'ca:B
lF'ea:Xx:A.B ILx:Ay:Beb:C
(T-MATCHPAIR)
T E match a with (x,y) = b : avoid(avoid(C, y), x)
TeEa:A +A I'x:Aj,a~inl(x)eb; : B Iy:Asa~inr(y)Eby : B
1 2 1 (%) 1: D1 YA (y) E by : By (T-MaTcHSUM)

I £ match a with inl(x) = by | inr(y) = b; : avoid(By, x) V avoid(Bz, y)

Fig. 9. Typing rules. All rules are proven sound with respect to the semantic typing judgment.

predicate spos(X, A) (Figure 11). Strict positivity means X never appears to the left of a function
arrow or in the bounds of a universal type. For union types, spos requires X to be entirely absent;
this stronger condition is needed for a distributing lemma used in the fold/unfold proofs. Nested
recursive types uY. B require both spos(Y, B) and X ¢ B: the latter prevents the outer variable from
leaking into the inner fixpoint’s approximation sequence.

3.6 Soundness and Main Lemmas

Each typing rule in Figure 9 and each subtyping rule in Figure 10 is individually proven sound
as a lemma about the semantic judgments I' £ a : Aand T £ A <: B. Since these semantic
judgments directly assert that well-typed terms do not get stuck and that subtyping preserves value
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Semantic subtyping rules

FreA<:A (S-REFL) TeEAAB<:B (S-ANDR)
TeEA<'B 'eB<:C TeEC< A TeC<:B
(S-TraNs) (S-AND)
r'eA<:C Fr'eC<:AAB
TrA<T (S-Tor) Te{x:A|p}<:A (S-REFINEBASE)
TElL<A (S-BoT)

'crA<:B Ix:AEpr=ps

(S-REFINE)
I'EB; <:A; I''x:A{EA; <:By Tl:{x:A|p1}<:{x:B|p2}

(S-Fun)
I EIlx:A;. Ay <: IIx:B;. By
X>L<:UeTl S TVARU
TEA <:B T.x:A rA < By TrX < U (S-TVar-Urrex)
(S-S16MA)
I'eEX2x:A. Ay <: 3x:B1.B,
X>L<:UeTl
TEA< AVB (S-ORL) Tilox (S-TVAR-LOWER)
TeEB<:AVB (S-OrR) spos(X, A)
(S-Mu-UNFoOLD)
reA<:C TeB<:C (5-0%) TEpX. A< A[X—pX. Al
-OR
TeEAVB<:C
spos(X, A) (S-Mu-For)
-Mu-FoLp
TEAAB<:A (S-ANDL) T EA[X-pX. Al <: pX. A
Tel <Ly Tel, <:U; LX>L,<:UyFA<:B
(S-ForaLL)

I EV(X:>Li<:Up). A <:V(X:>Ly<:U;). B

Fig. 10. Subtyping rules. All rules are proven sound with respect to the semantic subtyping judgment.

Strict positivity spos(X, A)

spos(X,A) = True if A is a base type or type variable
spos(X,IIx:A. B) £ X ¢ A A spos(X, B)
spos(X,V(Y:>L<:U).B) = X ¢ LAX ¢ U A spos(X, B)
spos(X, pY. A) =2 spos(Y,A) AX ¢ A
spos(X, Zx:A. B) = spos(X, A) A spos(X, B)
spos(X, A + B) £ spos(X, A) A spos(X, B)
spos(X,{x : A | p}) = spos(X, A)
spos(X,AVB) =X ¢AANX ¢B
spos(X, A A B) £ spos(X, A) A spos(X, B)

Fig. 11. Strict positivity. spos(X, A) holds when X appears only in strictly positive positions in A: never to
the left of a function arrow, and never in the bounds of a universal type. Union types require X to be entirely
absent (needed for the distributing lemma).

membership, any derivation composed from these rules inherits the safety guarantee. This is the
fundamental theorem of the logical relation.

Proc. ACM Program. Lang., Vol. 10, No. OOPSLAZ2, Article 409. Publication date: October 2026.



409:18 Matt Bovel, Viktor Kuncak, and Martin Odersky

Adequacy. To provide a conventional syntactic interface, we also define inductive syntactic
typing and subtyping judgments that mirror the semantic rules of Figures 9 and 10. The adequacy
theorems show that these syntactic judgments imply their semantic counterparts. The proofs
proceed by straightforward induction on the derivation, applying the corresponding semantic
lemma at each constructor.

THEOREM 3.1 (ADEQUACY OF TYPING). If T'+-a: AthenT ka: A.
THEOREM 3.2 (ADEQUACY OF SUBTYPING). If '+ A <: BthenT £ A <: B.

Note that the semantic implication judgment I' £ p; = p, has no syntactic counterpart: we do not
define inference rules for it. Instead, it remains an entirely semantic notion, used directly in the
subtyping rule S-REFINE. This reflects the design of the implementation, where predicate entailment
is delegated to the solver (§4.3) rather than derived from syntactic rules. Syntactic entailment rules
could nonetheless be proved sound against the semantic judgment, just as the typing and subtyping
rules are; Lemmas 2.1 and 2.2 (§2.3) exemplify this, showing that some rules hold unconditionally
while others require termination assumptions.

This separation between syntactic and semantic judgments allows us to state and use typing
rules in the familiar inductive style, while the soundness guarantee flows from the semantic
interpretation.

Weakening and substitution for the interpretation. The semantic typing and subtyping proofs
require that the value interpretation is well-behaved under changes to the environment. The key
lemmas establish that the interpretation depends only on the variables the type mentions: extending
the environment with a fresh binding leaves it unchanged, and a variable can be substituted away
when the environment determines its value. We write FV(A) for the free (term and type) variables
of A*

LemMA 3.3 (TERM WEAKENING). If x ¢ FV(A), then V[A]; = (V[[A]]g[x'_m].

LEMMA 3.4 (TERM SUBSTITUTION). If p(y) = v, then (V[[A]]Q[XHU] = V[Alx—y]]}.

LEmMA 3.5 (TYPE WEAKENING). If X ¢ FV(A), then V[A]} = (V[[A]]ngHSJ.
p - p
LEMMA 3.6 (TYPE SUBSTITUTION). ‘V[[B]}(slx'_)(v[[A]]gl = V[B[X— Al

The mechanization proves more general versions for multi-element extensions, from which these
are derived. These lemmas are used pervasively—for instance, term substitution is needed for T-App
and T-LET, and type substitution for T-TAprp and S-Mu-FoLp/S-Mu-UNFOLD.

Weakening and substitution for evaluation. The interpretation lemmas above reduce questions
about the semantic types to questions about evaluation under modified environments. These in
turn require corresponding lemmas about the evaluator. The difficulty is that evaluation results are
not preserved exactly: when the environment is extended, closures capture the larger environment,
producing structurally different values. To handle this, we define a compatibility relation r; = r, on
results that relates first-order values to themselves and closures to closures with correspondingly
extended captured environments. The evaluation weakening lemmas then take the following
simulation-style form:

“The mechanization states these lemmas in de Bruijn form, where extending the environment corresponds to an explicit
index shift on the type and the freshness side conditions are implicit.
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LEMMA 3.7 (EVALUATION WEAKENING). Supposex ¢ FV(a).If p + a ||’ r, then there existsr’ ~ r
such that p[x+—o] + a | . Conversely, if p[x+>v] + a |’ r, then there exists r’ ~ r such that
pral’r.

This simulation-style argument is needed because the definitional interpreter uses closures rather
than substitution: evaluating a lambda under a longer environment produces a closure capturing
that longer environment. Analogous lemmas handle term substitution, with a corresponding
substitution compatibility relation.

Avoidance. The avoid operation (§3.4) must preserve the subtyping relationship in the appropriate
direction. The key lemma establishes this for both polarities simultaneously:

LEMMA 3.8 (AVOIDANCE SOUNDNESS). For all v:
(1) (V[[A]]g(v) = V]avoid(A, x)+]]§(v) (positive: supertype)
(2) V]avoid(A, x)_]}g (v) = (V[[A]]g (v)  (negative: subtype)

These are proven together by induction on A, flipping polarity at contravariant positions. The
avoid(B, x) appearing in the typing rules (e.g., T-LET) uses positive polarity, avoid(B, x)*, producing
a supertype of B.

Positivity and fold/unfold. The fold and unfold rules for pX. A require showing that the interpre-
tation of the recursive type coincides with its one-step unfolding: V[uX.A] = V[A[X+— pX. A]].
The key ingredients, adapted from Hamza et al. [16], are:

LEMMA 3.9 (MONOTONICITY). If spos(X,A) and S; C S,, then V[A]sixs,] € V[Als[x5,]-

LEMMA 3.10 (DISTRIBUTION). Let Sn = Aw.Vn.S,(w). If spos(X,A) and Vn. V[A]sixs,](0),
then V[A]s51x—s.1(0).

Monotonicity says that the interpretation of a strictly positive type is monotone in the type
variable’s denotation. Distribution says that an intersection over a family of denotations can
be pushed inside the interpretation. Together, these establish that the approximation sequence
FO 2 F' 2 ... converges to a fixpoint, so Vn. F"(v) is equivalent to F(Aw. Vn. F*(w))(v), which is
exactly V[A[X uX. A]](0).

4 Implementation

We implement the design of §2 as a prototype extension of Dotty, the production Scala 3 compiler.
This section describes how refinement types integrate into the existing compiler architecture (§4.1),
how argument hoisting and skolems recover the ANF discipline assumed by the formalization
(§4.2), and the lightweight e-graph-based solver that discharges predicate entailment obligations
(§4.3). We evaluate compilation overhead on a suite of benchmarks in §4.4.

4.1 Integration

We implement refinement types in Dotty, the production Scala 3 compiler. The resulting change is
small. The bulk of the new code lives in a self-contained package and accounts for approximately
2200 new lines, of which about 600 are for the solver (§4.3). Changes to existing compiler code are
limited to about 300 net lines. The main integration points are:

o Type representation. Dotty provides a mechanism for defining custom types via type annotations,
supporting arbitrary internal representations. We leverage this to attach predicates to types.
These predicates are represented using a lightweight expression IR that captures only the subset
of Scala expressions valid as predicates (§2.2). Crucially, the leaf nodes of this IR are Scala’s
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existing path-dependent types, so the compiler’s existing substitution and dependent-type
machinery is reused automatically.

Parsing. The parser is extended with the two grammar productions presented in §2.1.

o Subtyping. A single case is added to the type comparer, corresponding to S-RerFINE (Figure 10):
when the supertype is {x : A | p}, the comparer checks <: A and delegates predicate entailment
to the solver (§4.3).

Adaptation. Dotty’s bidirectional type checker has a single point where a synthesized type is
reconciled with an expected type. This point gains one new case: when the expected type is a
refinement type, it attempts selfification (§2.4), wrapping the expression in {x : T | x ==¢}.

Branch and case facts. The typer records branch conditions (if) and pattern-match outcomes
in the context, and propagates them to the solver. Unlike the formalization, which also stores
equality facts for val bindings in the typing context (T-LET in Figure 9), the implementation
does not need to: the compiler already links each symbol to its definition tree, so the solver can
follow references in a predicate and recover definitions on demand, gathering only the facts
relevant to the predicate being checked.

Argument hoisting. When a method signature contains refinement types that refer to other
parameters, the corresponding arguments are lifted to local val bindings (§4.2). This is needed
so that run-time checks can refer to the argument without re-evaluating it.

o Recursive signatures. When a return type’s predicate refers to the method itself, the compiler
pre-installs a provisional type without the qualifier to break the cyclic reference.

Run-time checks. The type-test lowering phase compiles pattern matches against {x : A | p}
into a type test against A followed by a run-time evaluation of p [2, 36].

4.2 Hoisting and Skolems

In the formalization (§3), T-App (Figure 9) requires the argument to be a variable y, so that the
return type B[x — y] is a simple substitution of one variable for another. In practice, Scala allows
arbitrary expressions as arguments, so the implementation must recover this structure on demand
through two mechanisms.

Argument hoisting. Consider a method def f(x: Int, y: {v: Int with v > x}): Unit. When
called as f(impure(), 3.runtimeChecked), the run-time check for the second argument must evalu-
ate impure() > 3—but impure() may have side effects and must not be evaluated twice. The compiler
detects that x is referenced from a qualifier in another parameter’s type and lifts the argument to a
local binding. This transformation is triggered whenever a parameter is referenced from a qualifier
in another parameter’s type or in the return type.

Skolems as on-the-fly ANF. How to apply a dependent method f: (x: A) => B to an arbitrary
expression e? We cannot blindly substitute, because the return type B[x + e] may not be defined
if e is outside of the predicate language fragment. This is a well-known problem in refinement
type systems. Borkowski et al. [3] solve it with term-level existential types, giving f(e) the type
Jx. A A B[x] (following Knowles and Flanagan [11]); Hamza et al. [16] use a “let-in-type” construct
let x =ein B.

Our formalization takes a simpler route: T-App requires the argument to be a variable, which
is always valid in a predicate. In the implementation, we achieve the same effect using skolems:
special terms in predicates that refer to specific but unknown values. Each non-variable argument
is assigned a unique skolem ?k. The return type of f(e) is formed by substituting ?k for x in B. If e
happens to live in the supported fragment, an equality ?k == e is added to the equality context.
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For example, assume a case class Range(from: Int, until: Int) whose constructor returns the
selfified type {r: Range | r == Range(from, until)}. When Range (0@, 10) appears as a receiver
(say, in Range (@, 10).foreach(...)), it is assigned a fresh skolem ?1, and foreach yields elements
of type {x: Int | ?1.from <= x & x < ?1.until}. The solver then gets ?1 == Range(@, 10) as an
assumption, allowing it to unfold ?1.from to @ and ?1.until to 10, recovering the bounds needed
to verify body expressions like a(i).

In effect, the skolem plays the role of the let-bound variable in the formalization: it names the
argument value, and the equality assumption carries the necessary fact. Like let bindings in the
formalization, skolems are removed from result types via the avoid operation (§3.4) when they
would escape their scope.

4.3 Solver

Rather than depending on an external SMT solver—which would add platform-specific binaries
and a large unowned dependency to the compiler—we built a self-contained solver (=600 lines)
based on e-graphs, lightweight enough to run on every keystroke in an IDE.

The solver decides predicate entailment P; = P,, with top-level case splitting for disjunctive
assumptions. It collects all relevant facts—qualifier predicates, val equalities, and branch conditions—
inserts them into an e-graph merged with true, and checks whether P, becomes equivalent to
true.

Acyclic e-graph. Our e-graph implementation is similar to the acyclic e-graphs used in the Cranelift
compiler [9] and described by Zucker [51]: each equivalence class eagerly collapses to a single
canonical representative, rather than maintaining the set of all equivalent terms as in standard
e-graphs [47]. When two nodes are merged, an order function picks the representative (preferring
constants, then operations, then constructor applications, then lambdas), and all parent nodes are
re-canonicalized. This may trigger further merges—for example, merging x = 3 causes x + y to
re-canonicalize to 3 + y, which may match an existing node and cascade into another merge. This
repair loop is the core of congruence closure [28].

Normalization. During canonicalization, the e-graph applies domain-specific rewrites:

o Arithmetic. Integer sums and products are flattened using associativity, like-terms are grouped
and constant-folded (2x + 3x — 5x). Subtraction is rewritten to addition of a negated product
(a—b — a+ (-1) - b). Distribution is not applied, to avoid exponential blowup.

e Boolean logic. Conjunction and disjunction short-circuit when one operand is a constant. Double
negation is eliminated. When a conjunction is merged with true, each conjunct is individually
merged with true; dually for disjunction and false. When an equality a == b is merged with
true, the nodes a and b are themselves merged.

e Beta reduction. Applying a lambda to arguments substitutes and re-canonicalizes.

o Constructor—field reduction. Selecting a field from a constructor application returns the corre-
sponding argument (Range(0, 10).from — 0). This is the mechanism that unfolds skolems in
the Range example of §4.2.

o Transitivity of <. When a < b becomes true, the solver derives a < ¢ for all known ¢ with b < c,
and symmetrically for lower bounds.

Binding. E-graph nodes may contain lambdas (for predicates passed to higher-order functions).
We represent bound variables with de Bruijn indices. When checking P; = P,, both predicates
are opened by substituting their outermost bound variable with a fresh free variable, akin to the
opening operation in locally-nameless representations. This is sound because bound variables are

Proc. ACM Program. Lang., Vol. 10, No. OOPSLAZ2, Article 409. Publication date: October 2026.



409:22 Matt Bovel, Viktor Kuncak, and Martin Odersky

never merged with any other node—they remain fully abstract, only equal to themselves. Only
the opened free variable participates in merges. This approach avoids the complexity of slotted
e-graphs [37], which parameterize e-classes by their free variables to support full equality saturation
with binders—a generality we do not need.

Trade-offs. This design is strictly more powerful than substitution alone: congruence closure
propagates equalities through containing expressions, and cascading repair discovers multi-step
simplifications that no single substitution pass would find. It is intentionally less complete than full
equality saturation [47]: the order function picks one representative per class, so if two equivalent
forms of a subexpression would trigger different simplifications, only one is explored. We believe
this is an acceptable trade-off for a type checker, where predictable performance matters more than
completeness.

4.4 Evaluation

We evaluate our implementation along two axes: compilation time overhead and expressiveness
compared to two existing systems for Scala—Schmid and Kun¢ak’s previous prototype [35] and the
Stainless verifier [16]. Stainless is not a refinement type system; it checks pre- and postconditions.
It is, however, the de facto tool for verifying Scala programs, even for lightweight properties that
refinement types could cover. This makes it a natural point of comparison for our system, on the
programs that both systems can verify.

Compilation overhead. We measure single-shot compilation time on a suite of small benchmark
programs, comparing each system against its own baseline: the same programs without refinement
annotations, compiled with checking disabled. Where possible, we port the same program to
Schmid’s system and to Stainless. Baselines are per-system because the systems build on different
compiler versions and the ported programs differ slightly in code shape. Benchmarks run under JMH;
each benchmark is compiled with 150 single-shot warm-up iterations followed by 20 measurement
iterations, and the whole experiment is repeated in 10 independent runs. Each run is reduced
to the mean of its measurement iterations; Table 1 reports the mean of the per-run means with
95% confidence intervals (Student’s ¢), and the overhead A as the difference between checked and
baseline times.

On our benchmarks, our system (labelled “First-class” in the figure) adds modest overhead:
0-12% of the baseline compilation time. This is consistently less than the two other systems: on the
benchmarks they support, Schmid’s system adds 20-38% and Stainless at least 56%.

To gauge overhead on a realistic codebase, we applied our system to Fansi [17], a 1000-line
terminal-color library. The only change was replacing three run-time require checks in a color-index
function with a refinement type alias:

type ChannelValue = {v: Int with 0 <= v & v < 256}
def trueIndex(r: ChannelValue, g: ChannelValue, b: ChannelValue)

All call sites already guard the arguments with the same bounds, so the refinement is verified
statically with no other code changes. The compilation time difference is within measurement
noise, confirming that the overhead is proportional to the number of refinement checks, not to the
size of the program. This experiment also illustrates a key advantage of first-class integration: our
system compiles unmodified Scala code without restriction, so refinement types can be introduced
incrementally into an existing codebase. By contrast, Stainless is limited to a specific fragment of
Scala and fails on code that falls outside its supported subset.
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Table 1. Compilation time benchmarks (ms/op, single-shot). Each run (JMH fork) is reduced to its mean;
scores are the mean of the per-run means + the 95% confidence interval across runs (Student’s t). Each
platform shows the unchecked baseline time and the absolute overhead of checking; the checked time is

base + A. Since the baseline and checked samples are independent, the overhead interval is Veﬁ + e, where
ep and e. are the baseline and checked intervals.

First-class Schmid Stainless
Benchmark  LoC Base (ms) A(ms) LoC Base(ms) A(ms) LoC Base(ms) A (ms)
arrfold 20 94 +1 3+2 20 88+2 30+2 — — —
collect 15 103 + 2 4+3 . — — — — —
fansi 530 187+3 -—-1+3 — - — — — —
fibMemo 15 104+ 1 7T+2 — — — —
hof1 5 75+2 3+2 5 77 £1 18+1 — — —
hof2 77 £ 1 2+1 8 77+ 1 20+ 1 — — —
intarray 11 94 +1 3+1 11 75+ 1 19+2 14 68 +1 45+ 2
list1 5 95+1 3+2 5 83 172 — — —
list2 5 95+1 2+2 5 83+2 17+3 — — —
matrix 51 101+2 11+2 - — - — -
matrixDims 13 94 +2 4+2 13 75 31+2 21 66 + 1 93
max 4 70 £ 1 5+2 4 74 + 25+2 6 49+1 56
maxGen 11 103 +1 2+2 - -
maxGenBig 15 109+2 14+2 - — - — -
mergeSort 29 95+ 1 11+2 — — — 53 62 648 + 4
postuple 4 71+2 6+2 4 731 18+2 9 68 + 36+1
range 19 99 +1 4+2 — — — — —
rational 6 71+ 1 5+2 6 75 26 10 67 47
sqrt 9 741 7+2 9 77 £1 25+ 14 49 66
sumnat 10 69+ 1 6+1 10 74 21+2 — -
vec 12 74+£2 6+2 — 20 561 136+2

Impact on code that does not use the feature. Because refinement checking is integrated into
the compiler rather than layered on top, a natural concern is whether it affects existing code. To
assess this, we run the full Dotty continuous-integration suite with the feature enabled. It passes
unchanged: this includes compiling the Scala compiler itself (~200 000 lines of code), its ~10 000
compilation tests (~300 000 lines), and a community build of 50 open-source projects (~700 000
lines), indicating that the extension introduces no backward incompatibility. On the official Scala
compiler benchmark suite,’ enabling the feature slows compilation by at most 4% with the current
prototype, on both the 11 “Big” benchmarks, which compile real-world libraries totalling ~70 000
lines, and the 20 “Small” benchmarks. In short, when the feature is unused, it changes no behavior
and adds only a small compilation-time overhead.

Expressiveness. The three systems differ in which programs they can express. Schmid’s qualifier
inference operates in a separate phase from Scala’s type checker, so refinements do not participate
in type-argument inference: generic data structures can be instantiated with qualified types only by
writing the type arguments explicitly, and inferred instantiations such as the one in Figure 1 are out
of reach. Stainless supports richer specifications through require and ensuring clauses with a full
SMT backend, but refinements are not types: they do not compose with bounded polymorphism,
type inference, or pattern matching. Our system integrates with all of these by construction, since
refinement types are ordinary Scala types.

Shttps://lampepfl.github.io/scala3-benchmarks/
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On the other hand, both Schmid’s system and Stainless have substantially more powerful solvers.
Both use SMT-backed solvers that are complete for linear integer arithmetic, algebraic data types,
equality, and first-order logic—theories for which our lightweight e-graph solver offers no decision
procedure. As a consequence, several of Schmid’s benchmarks that require linear arithmetic rea-
soning (e.g., sumnat, arrfold) cannot be verified by our solver, and Stainless can verify functional
correctness properties well beyond what refinement types alone can express.

5 Related Work

Mechanized refinement type systems. Hamza et al. [16] mechanize System FR, a dependently-
typed calculus with refinement types, polymorphism, recursive types, and dependent pairs, serving
as a foundation for the Stainless verifier. Their system is the closest to ours in ambition and was a
major inspiration, particularly for the positivity-based treatment of recursive types. Key differences
are: (1) System FR enforces total correctness, requiring termination proofs for all recursive functions,
while our partial-correctness approach avoids this burden; (2) System FR uses dependent pairs as
existentials to handle variables going out of scope, while we use avoidance; and (3) System FR uses
index-guarded recursive types Rec(n)(a = 1), while we use equi-recursive types with fold/unfold
subtyping. Borkowski et al. [3] mechanize a refinement type system extending System F in Liquid
Haskell. They restrict refinements to base types (no nested refinements), use well-formedness
conditions and existential types rather than avoidance, and elegantly axiomatize the implication
judgment as eleven abstract properties that an SMT oracle must satisfy for soundness, without
committing to a specific solver. We instead leave implication fully semantic (§3.6). Sun et al. [38]
mechanize RFJ, a refinement type system for a Featherweight Java-like language, in Coq. They
provide both type soundness and logical soundness (characterizing which formulas are valid). Their
system lacks parametric polymorphism but handles selfification and class-based subtyping in an
object-oriented setting.

Definitional interpreters and semantic soundness. Our mechanization builds on Amin and
Rompf’s [1] technique of proving type safety via a fuel-bounded definitional interpreter. One
of their key insights is that big-step semantics sidesteps the “bad bounds” problem that plagues
small-step proofs for languages with type members. However, their development proves syntactic
type safety (progress and preservation) rather than defining semantic types. Owens et al. [31]
introduced functional big-step semantics, and Paraskevopoulou et al. [32] use a similar interpreter-
based approach with step-indexed logical relations for multi-pass compiler verification. In both
systems, fuel is consumed at every evaluation step, whereas ours bounds evaluation depth (§3.2).
Semantic typing, interpreting types as predicates or relations on values, has a long history in
logical relations [42]. Giarrusso et al. [15] develop a semantic model for DOT, with subtyping and
recursive types using step-indexed logical relations and a “later” modality in the type syntax. We
avoid step-indexing entirely by requiring strict positivity for recursive type binders (following
Hamza et al. [16]), enabling a direct fixpoint construction via intersected approximations (§3.6).

Refinement types in other languages. We reviewed the history of refinement types in the in-
troduction. Flanagan’s hybrid type checking [11] introduced the idea of automatically inserting
run-time checks when the static system cannot discharge a refinement obligation. In our sys-
tem, run-time checks are not inserted automatically: the programmer explicitly requests them via
.runtimeChecked or pattern matching (§2), which the type system treats as an ordinary conditional
branch, so no special rules are needed for the static/dynamic boundary. Moreover, our run-time
checks are restricted to first-order predicates, which avoids the blame assignment problem that
arises when monitoring higher-order contracts [21]: since functions cannot be checked eagerly, a
violation detected at a later call site must be attributed to the party at fault.
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Liquid Haskell [44, 45] brings refinement types to Haskell as a separate plugin, with refinement
inference running apart from GHC’s own type checking, whereas our refinements are typed and
inferred by the compiler itself. Termination also plays a different role: Liquid Haskell by default
requires every function to be proven terminating, while we need termination only in the solver, to
justify certain normalization and unfolding rules (§2.3). Finally, Liquid Haskell discharges obligations
with an SMT solver over decidable theories, while our solver (§4.3) combines e-graphs with
normalization rules: it forgoes arithmetic decision procedures, but natively performs beta reduction
and limited higher-order reasoning over predicate lambdas. The recent PLEX extension [10] adds
normalization—eta-expansion, beta-reduction, and dependent pattern matching—to Liquid Haskell’s
Proof by Logical Evaluation layer, precisely to recover higher-order reasoning over a first-order
SMT solver.

In the systems programming space, refinement types have been combined with mutation, where
the central difficulty is deciding when established predicates must be invalidated: a refinement
of a mutable location can be treated as an invariant that every write must preserve, or as a flow-
sensitive fact that a write updates or invalidates. Under aliasing, knowing which writes affect
which facts is itself hard. Refinement type systems for Rust lean on the ownership discipline:
Flux [25] permits strong updates, changing a location’s refinement, through exclusively owned
pointers, but only invariant-preserving weak updates through mutable borrows, while Thrust [30]
and RefinedRust [13] type a borrow as its current value paired with a prophecy variable for its
final value. RefinedC [34] and RefinedRust come with foundational soundness proofs in the Iris
separation logic, and Verus [24] provides SMT-based verification for Rust using linear ghost types;
these systems target memory safety and low-level invariants. Generic refinement types [26] add
refinement polymorphism to Flux. The separation checking sketched in §2.2 would give Scala a
similar handle on invalidation: like ownership, capabilities [48] with separation checking [49] make
writes explicit and un-aliased, identifying the facts a write can invalidate. For TypeScript, Refined
TypeScript [46] sidesteps invalidation by allowing refinements to mention object state only through
immutable fields, and recovers flow-sensitive reasoning for local variables via an SSA translation.

The Checker Framework [8] brings user-defined pluggable type qualifiers to Java: like refinement
types, qualifiers attach additional information to types, and like the separate-phase systems above,
the checkers run as compiler plugins over Java’s annotation syntax, outside the language’s own type
system. Qualifiers are drawn from a fixed vocabulary and checked by dataflow analysis rather than
a solver, a trade-off that scales to large codebases and many practical properties, such as verifying
array indexing [22], at the cost of expressiveness. Lanzinger et al. [23] blur the line between the
two approaches by combining pluggable type qualifiers with deductive verification, discharging
obligations that the type checker cannot prove with a program verifier.

6 Conclusion

We have shown that refinement types can be integrated as first-class citizens into the type system of
a mainstream programming language. By extending the Scala 3 compiler directly, refinement types
interact naturally with subtyping, bounded polymorphism, type inference, and pattern matching,
avoiding the two-mental-models problem of separate-phase approaches.

On the theoretical side, we provide the first mechanized soundness proof that combines re-
finement types with union and intersection types, bounded polymorphism with lower and upper
bounds, and positive equi-recursive types. The proof uses a fuel-bounded definitional interpreter
with semantic typing in Rocq, and establishes partial-correctness type safety for a core calculus
that captures key features of Scala’s type system. On the practical side, the prototype adds refine-
ment types to an industrial-strength compiler with modest changes (=2 500 lines), a self-contained
e-graph solver requiring no external dependencies, and compilation overhead that remains low.
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Data-Availability Statement
The accompanying artifact [4] contains:
e Mechanization. The Rocq formalization of the type system, with its soundness proof.

e Implementation. The source of our Dotty extension, also published on Maven and usable
from any SBT project with:

scalaOrganization := "ch.epfl.lara"
scalaVersion := "3.10.0-RC1-bin-20260720-5f1bae1-NIGHTLY"
scalacOptions ++= Seq("-language:experimental.qualifiedTypes")

e Benchmarks. The JMH benchmark suites used for the evaluation, compiling similar programs
with our Dotty fork, Schmid’s prototype, and Stainless, together with scripts to run them and
collect results.

Al-Usage Statement

Al tools were used in the preparation of this paper and its artifacts, primarily Claude Code (Opus
4.5 and 4.6, Fable 5). Theorem and lemma statements were written by the authors, while many
proof bodies were generated with Al assistance. The core implementation predates widespread
agentic Al tools, but recent bug fixes and refactorings were Al-assisted (Al-assisted commits are
explicitly marked in the git history with Co-authored-by: Claude #*). GitHub Copilot was also
used for code autocompletion, and Google and ChatGPT for general research questions.
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